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What is “financial market fragility”?

Financial market fragility is excessive price sensitivity to fundamental news
and noise shocks (Goldstein Huang Yang, 2025)

Excessive relative to what?

- Fragility is defined relative to a benchmark or counterfactual price response

- For imperfect competition, the natural benchmark or counterfactual is the
market price that would prevail under competitive trading

2 / 29



Illustration

𝐭 𝐭 + 𝟏
Positive fundamental 

news about the asset

𝟏

𝑹𝐭+𝟏
𝐛𝐞𝐧𝐜𝐡𝐦𝐚𝐫𝐤

𝑹𝐭+𝟏

𝐭 𝐭 + 𝟏
Negative fundamental 

news about the asset

𝟏

𝑹𝐭+𝟏
𝐛𝐞𝐧𝐜𝐡𝐦𝐚𝐫𝐤

𝑹𝐭+𝟏

Gross Return Gross Return

Financial market fragility =
Rt+1

Rbenchmark
t+1

− 1

3 / 29



AI-driven financial market instability

Gary Gensler (former SEC Chairman) emphasized:

- “Financial market instability, or even a financial crisis, caused by AI is
nearly unavoidable without regulation.”

- “Even if humans aren’t talking, the machines will start to have a sense of
cooperation.”
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Rise of AI in financial and retail markets
SEC approves Nasdaq’s AI trading system

- Dynamic M-ELO: RL to facilitate AI trading

Other examples:

- JPMorgan LOXM: RL trading execution algo

- XTX Markets and other RL-powered
algorithmic market makers

- AI trading bots in crypto and FX markets

AI pricing algos in e-commerce, gasoline, and housing rental markets
e.g., Chen Mislove Wilson (2016), Brown Mackay (2023), Assad Clark Ershov Xu (2023)

- AI collusive outcomes have become a new antitrust concern

- Definition: Autonomous, self-interested algos learn to coordinate on
supra-competitive profits without agreement, communication, or intent

- Lawsuits were filed, and congress was urged to reform Antitrust Law

5 / 29



Rise of AI in financial and retail markets
SEC approves Nasdaq’s AI trading system

- Dynamic M-ELO: RL to facilitate AI trading

Other examples:

- JPMorgan LOXM: RL trading execution algo

- XTX Markets and other RL-powered
algorithmic market makers

- AI trading bots in crypto and FX markets

AI pricing algos in e-commerce, gasoline, and housing rental markets
e.g., Chen Mislove Wilson (2016), Brown Mackay (2023), Assad Clark Ershov Xu (2023)

- AI collusive outcomes have become a new antitrust concern

- Definition: Autonomous, self-interested algos learn to coordinate on
supra-competitive profits without agreement, communication, or intent

- Lawsuits were filed, and congress was urged to reform Antitrust Law
5 / 29



Why AI breaks traditional regulation

1. Fundamentally: AI ̸= human intelligence
e.g., Geoffrey Hinton

- The kind of intelligence we’re developing is very different from ours; AI pattern
recognition is different from human logical reasoning

2. Conceptually: AI collusion ̸= human collusion
e.g., Calvano et al. (2020); Dou Goldstein Ji (2025)

- Human collusion requires shared intent; AI collusion can emerge from autonomous
learning without any hard-coded intent to collude

3. Legally: AI collusion detection ̸= human collusion detection

- Detection and enforcement of human collusion rely on evidence of communication

This is emphasized by legal and economic studies (e.g., Harrington, 2018; Massarotto, 2025)

- Communication is central to sustaining human collusion in practice

This is supported by many case studies and experimental research on human tacit collusion
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AI planning vs. reactive learning

What is “AI planning” in the context of reinforcement learning (RL)?
Kaelbling Littman Moore (1998); Sutton Barto (2018)

- “AI planning”: RL that uses an explicit, possibly learned or partial, model
of the environment to choose current actions by anticipating future states,
rewards, and actions

- Model-based: plans using forward simulation or backward induction

- “Reactive learning”: RL that updates action values from realized rewards,
without using an explicit environment model to explicitly plan over how
current actions affect future states

- Model-free: learns only from realized rewards
e.g., Calvano et al. (2020); Dou Goldstein Ji (2025)

AI planning is the core technology behind Agentic AI systems

- Examples: AlphaGo, AlphaZero, self-driving cars, robotics
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Questions

Will AI-powered trading amplify financial market fragility?

1. Can large informed AI speculators coordinate through intertemporal
planning to create and exploit manipulative bubbles?

- First, trade aggressively to build bubbles and attract follower investors

- Then, unwind in a coordinated way to extract profits

2. Can purely “reactive learning” algorithms achieve similar coordination and
thereby amplify market fragility?

3. How can regulation prevent AI planning technologies from amplifying
financial market fragility?

8 / 29



Questions

Will AI-powered trading amplify financial market fragility?

1. Can large informed AI speculators coordinate through intertemporal
planning to create and exploit manipulative bubbles?

- First, trade aggressively to build bubbles and attract follower investors

- Then, unwind in a coordinated way to extract profits

2. Can purely “reactive learning” algorithms achieve similar coordination and
thereby amplify market fragility?

3. How can regulation prevent AI planning technologies from amplifying
financial market fragility?

8 / 29



Questions

Will AI-powered trading amplify financial market fragility?

1. Can large informed AI speculators coordinate through intertemporal
planning to create and exploit manipulative bubbles?

- First, trade aggressively to build bubbles and attract follower investors

- Then, unwind in a coordinated way to extract profits

2. Can purely “reactive learning” algorithms achieve similar coordination and
thereby amplify market fragility?

3. How can regulation prevent AI planning technologies from amplifying
financial market fragility?

8 / 29



Outline

1. How dynamic coordination destabilizes markets

2. Q-learning algorithms with planning

3. Simulation experiments

- Experimental configuration and setup

- Simulation results
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Episodic structure (repeated extensive-form games)

Repeated dynamic trading over episodes t = 1,2,3, . . .

- Each episode contains multiple trading subperiods:

h = 0,1, . . . ,H, with H ≥ 3

h = 0 h = 1 h = H-1 h = H

Episode 𝒕 Episode 𝒕 + 𝟏

h = 0 h = 1 h = H-1 h = Hh = 2 h = 2

Each episode begins with an information event between h = 0 and h = 1;
for example, information events can be

- Firm-level earnings announcements

- Macro-level FOMC announcements

Information events reveal signals about future fundamentals
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A long-term risky asset

Assets:

- A risk-free asset with interest rate r > 0

- A long-term risky asset that pays dividend dt at the end of episode t

Dividend process:

dt = dt−1 + λ(d̄ − dt−1) + vt , where vt ∼ N(0, σ2
v ) realized at (2, t)

Information timing:
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Low-frequency risk-neutral investors

Fundamental valuation: A large mass of risk-neutral investors value the
asset at its fundamental value

fh,t = Eh,t

[
dt +

∞∑
τ=t+1

dτ

(1 + r)τ−t

]
,

conditional on all fundamental information up to (h, t)

Because vt is realized only at h = 2,

f1,t = f0,t and f2,t = f1,t + vt

Low-frequency trading: They trade only at the beginning and end of each
episode, so market prices ph,t equal fundamentals fh,t only at h = 0 and H:

h = 0 h = 1 h = H-1 h = H

Episode 𝒕 Episode 𝒕 + 𝟏

h = 0 h = 1 h = H-1 h = Hh = 2 h = 2

𝒑𝟎,𝒕 = 𝒇𝟎,𝒕 

𝒑𝒉 𝒕 ≠ 𝒇𝒉,𝒕 for 𝟎 < 𝒉 < 𝑯

𝒑𝑯,𝒕 = 𝒇𝑯,𝒕 𝒑𝑯,𝒕+𝟏 = 𝒇𝑯,𝒕+𝟏 

𝒑𝒉 𝒕+𝟏 ≠ 𝒇𝒉,𝒕+𝟏 for 𝟎 < 𝒉 < 𝑯

𝒑𝟎,𝒕+𝟏 = 𝒇𝟎,𝒕+𝟏 
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Investors who trade at 0 < h < H

(1) Each of I oligopolistic informed speculators, say i , observes vt at (1, t),
one-subperiod earlier (due to data and technology advantages), and solves

Vi,h(si,h,t) = max
xi,h,t

E [(pH,t − ph,t)xi,h,t + Vi,h+1(si,h+1,t) | si,h,t , xi,h,t ] ,

where 0 < h < H and si,h,t = speculator i ’s private signal and public
information up to (h, t)

(2) A continuum of information-insensitive investors with a demand curve:

zh,t = −ξ(ph,t − fh,t), with ξ > 0

(3) A continuum of positive-feedback investors (momentum investors) with
trend-chasing demand:

yh,t = µ(ph−1,t − ph−2,t), with µ > 0

e.g., De Long et al. (1990); Gennotte and Leland (1990); Hong and Stein (1999)

For simplicity, we assume away noise traders and market makers
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Basic mechanism

Non-collusive Nash equilibrium (N): Each speculator chooses an individually optimal strategy
given rivals’ strategies, without internalizing how her trading affects rivals’ payoffs

- Collusion leads to instability: Sb = 2.44,Sc = 3.51

Note: µ = 0.3 and H = 3
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Basic mechanism

Perfect cartel benchmark (M): Speculators trade as if they were one monopolist, maximize joint
profit, and then split the aggregate order flow

- Collusion leads to instability: Sb = 2.44,Sc = 3.51

Note: µ = 0.3 and H = 3
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Basic mechanism

Collusive equilibrium with planning (C): Speculators use planning to coordinate trades across
(1, t) and (2, t) and sustain collusive profits

- Collusion leads to instability: Sb = 1.44,Sc = 2.51

Note: µ = 0.3 and H = 3
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Challenges for collusive planing

1. Time inconsistency during bubble unwinding:

After speculators create a large bubble at (1, t)

- Each is tempted at (2, t) to abandon the coordinated unwinding plan and
trade aggressively

- Reneging privately benefits the deviator while imposing losses on others

-

Solution: Price-trigger punishment
Fast price reversal at (2, t) reveals aggressive unwinding

⇒ trigger non-collusive Nash reversion from t + 1 onward
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Challenges for collusive planing

2. Free-riding during bubble creation:

A reversion to non-collusive trading is too weak to deter free-riding:

- Free-riding weakens bubble formation at (1, t), leaving only modest surplus to
destroy at (2, t)

- Non-deviators have incentives to unwind moderately and profitably alongside the
deviator at (2, t)

Solution: immediate excessive punishment
Non-deviators punish aggressively at (2, t), more so than non-collusive trading reversion

⇐ Supported by the promise of a faster return to collusion from t + 1 onward
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Compounded price-trigger strategy (“stick-and-carrot”)

A standard stick-and-carrot logic in extensive-form dynamic games
e.g., Abreu (1986,1988); Mailath Nocke White (2017); Hatfield Kominers Lowery Barry (2020)

- “Stick”: punish free-riding with an immediate, excessively aggressive trade

- “Carrot” for “stick”: restore collusion quickly to reward non-deviators for imposing
the harsh immediate punishment

Implemented through a compounded price-trigger strategy:

- Layer 1: insufficient bubble build-up at (1, t)

- Interpreted as possible free-riding

- Triggers an excessively aggressive reversal at (2, t)

- Layer 2: insufficient price reversal at (2, t) after Layer 1 is triggered

- Interpreted as failure by non-deviators to carry out the promised harsh
immediate punishment

- Delays the return to collusion, removing the carrot
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Outline

1. How dynamic coordination destabilizes markets

2. Q-learning algorithms with planning

3. Simulation experiments

- Experimental configuration and setup

- Simulation results
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Coupled Q-Learning for AI planning

Replace each theoretical speculator i with private information by a set of
separate Q-matrices, with each maintained for one subperiod:{

Q̂i,0,t(s,x), Q̂i,1,t(s,x), · · · , Q̂i,H,t(s,x)
}

Coupled Q-learning updates: Multi-step planning via backward induction

Q̂i,0,t+1(si,0,t , xi,0,t) = α
[
πi,0,t + max

x′
i,1∈X1

Q̂i,1,t(si,1,t , x ′
i,1)

]
+ (1 − α)Q̂i,0,t(si,0,t , xi,0,t)

Q̂i,1,t+1(si,1,t , xi,1,t) = α
[
πi,1,t + max

x′
i,2∈X2

Q̂i,2,t(si,2,t , x ′
i,2)

]
+ (1 − α)Q̂i,1,t(si,1,t , xi,1,t)

...

Q̂i,H,t+1(si,H,t , xi,H,t) = α
[
πi,H,t + ρ max

x′
i,0∈X0

Q̂i,0,t(si,0,t+1, x ′
i,1)

]
+ (1 − α)Q̂i,H,t(si,H,t , xi,H,t)

Q̂i,h,t+1 is updated at (si,h,t , x i,h,t), where xi,h,t is chosen independently according to:

xi,h,t =

 argmax
x′∈Xh

Q̂i,h,t (si,h,t , x ′), with prob. 1 − εt (exploitation)

x̃ ∼ uniform on Xh, with prob. εt (exploration)
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Reactive learning

Replace each theoretical speculator i with private information by a set of
separate Q-matrices, with each maintained for one subperiod:{

Q̂i,0,t(s,x), Q̂i,1,t(s,x), · · · , Q̂i,H,t(s,x)
}

Non-coupled Q-learning updates: No intertemporal planning with each
subperiod’s Q-matrix updates separately

Q̂i,0,t+1(si,0,t , xi,0,t ) = α
[
πi,0,t + ρ max

x′
i,0∈X0

Q̂i,0,t (si,0,t+1, x ′
i,0)

]
+ (1 − α)Q̂i,0,t (si,0,t , xi,0,t ),

Q̂i,1,t+1(si,1,t , xi,1,t ) = α
[
πi,1,t + ρ max

x′
i,1∈X1

Q̂i,1,t (si,1,t+1, x ′
i,1)

]
+ (1 − α)Q̂i,1,t (si,1,t , xi,1,t ),

...

Q̂i,H,t+1(si,H,t , xi,H,t ) = α
[
πi,H,t + ρ max

x′
i,H∈XH

Q̂i,H,t (si,H,t+1, x ′
i,H)

]
+ (1 − α)Q̂i,H,t (si,H,t , xi,H,t )

Q̂i,h,t+1 is updated at (si,h,t , x i,h,t), where xi,h,t is chosen independently according to:

xi,h,t =

 argmax
x′∈Xh
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Outline

1. How dynamic coordination destabilizes markets

2. Q-learning algorithms with planning

3. Simulation experiments

- Experimental configuration and setup

- Simulation results
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RL algorithms as experimental subjects

Consider H = 3, i.e., 4 subperiods each episode

Focus on Q̂i,1,t(s,x) and Q̂i,2,t(s,x), as they are the only ones associated
with informed trading and market manipulation

- Payoffs: πi,1,t = (p3,t − p1,t)xi,1,t and πi,2,t = (p3,t − p2,t)xi,2,t

- State variables:

si,1,t = {p2,t−1 − p0,t−1, vt−1, vt}

si,2,t = {p2,t−1 − p0,t−1, vt−1, vt , p1,t − p0,t}

- Exploration rate: εt = e−βt , independently drawn for (1, t) and (2, t)
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Baseline parameter values

Environment parameters:

I = 2, σv = 1, λ = 0.2, ξ = 0.33, and µ = 0.3

Preference parameters:

ρ = 1/(1 + r), where r = 0.04

Discretization parameters:

nx1 = 31, nx2 = 61, np1
= 61, and np2

= 121

Hyperparameters:

α = 0.05 and β = 10−9

Note: AI speculators do not have prior knowledge of environment parameters

20 / 29



Convergence

Numerical convergence criterion:

- Each AI speculator’s optimal strategy does not change for 1, 000, 000,000
consecutive periods

- Multi-period collusive planning is significantly more difficult to learn
than single-period collusive trading

- All N = 1,000 simulation sessions are simulated until convergence

Computation power:

- Implemented in C++, need 3 to 48 hours to finish

- 4 AMD EPYC 9754 processors, with 512 CPU cores and 3TB memory
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Coordination to create bubbles
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Unilateral deviation at (2,2)
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Unilateral deviation at (2,1)
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Deviation at (2,1), non-collusive reversion at (2,2)
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[µ = 0.01]: Coordination to create bubbles
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[µ = 0.01]: Unilateral deviation at (2,2)
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[µ = 0.01]: Deviation at (2,1)
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Conclusion

Coordinated AI planning emerges without communication or intent

- Autonomously learn to implement compounded price-trigger strategies

- These sustain collusive outcomes through a stick-and-carrot scheme
in a repeated extensive-form trading game

- Pump-and-dump manipulation emerges: AI speculators jointly create
bubbles, attract feedback investors, and coordinate unwinding for profit

AI planning can become a new source of market fragility

- With strong positive-feedback trading, AI planning amplifies feedback-flow
volatility and price volatility

Next step:

- Quantify the effects in a model calibrated to data

- Develop theoretical results on convergence and characterize the
equilibrium in the limit (e.g., Chen White, 1998; Dou Goldstein Li Yang, 2026)
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